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Abstract. Association rules are a very popular non-supervised data
mining technique for extracting co-relation in large set of data trans-
actions. Although the vast use, the analysis of mined rules may be in-
tricate for non-experts, and the technique effectiveness is constrained by
the data dimensionality. This paper presents a pre-processing approach
that uses (1) dual scaling in order to present the mined rules with some
semantic contextualization that assists interpretation, and (2) mean shift
clustering to reduce data dimensionality. We tested our model with real
data collected from accident reports in petroleum industry.
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1 Introduction

Association rules (AR) are one of the most popular non-supervised data mining
techniques that aim to discover relations between sets of variables. The popu-
larity comes from the availability and efficiency of Apriori [1] family algorithms.
AR are “if/then” statements, such as X ⇒ Y , that obey the following directives:

– X ∪ Y compose an itemset in which X and Y are sets of elements (or items)
obtainable in the dataset; and

– All elements composing a rule are frequently find together in the dataset,
i.e., (X ∪ Y ) ≥ σ, for which σ is the minimum support defined by the user; and

– The conditioning probability of finding the elements of right hand side of the
rule (Y , the conclusion), given the left hand side elements of the rules (X,
the conditions), is also high, i.e., (X ∪ Y ) ≥ γ, for which γ is the minimum
confidence of the rule, defined by the user.

From the user’s perspective, one of the main challenges of dealing with AR-
based techniques is to perceive from the set of resulting rules whether there
might be some relation among them, or whether the mining process may have
been influenced by noisy data. Based on his/her perception, the user filters input
data and set minimum support and confidence in an exploratory way in order
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to obtain better rules. Another challenge is that, typically, the number of AR
generated from a large dataset is at an unmanageable size. Increasing minimum
support threshold mitigate this problem. On the other hand, this strategy re-
moves novel and more interesting rules hidden behind low frequency appearance.

In this paper we propose mapping the input data into a response-style space
where AR may be graphically presented with some semantic contextualization
that emerges from the relationship among input data entries. The contextual-
ization helps the user to best understand: (i) the influence of each element in
the composition of a rule; (ii) the possible influence of elements that were not
reported as part of any rule due to the values chosen as minimum support and
confidence; and (iii) to perceive the intrinsic relations among all mined rules.
Our approach is completely independent of the mining process itself. It is based
on dual scaling [2], a technique typically applied in marketing research on sur-
vey questionnaire data to generate a graphical representation of response-style
patterns among surveyed subjects and their preference over given stimuli.

As we demonstrate in this paper, the response-style space produced by dual
scaling guarantees that the spatial organization of mapped elements is consistent
with the expected relationship of those elements as part of the mined rules.
Such a relationship is approximated in the response-style space by the Euclidean
distance between mapped elements, i.e., related elements are mapped close to
each other while unrelated elements are kept apart (see Figure 2, right).

Since the use of dual scaling is independent of the mining process itself, in
this paper we show that it can be applied as a pre-processing stage and that
the organization of data in the response-style space can be explored in order
to prune elements that are unlikely to become part of any useful itemset (see
Figure 2, left). The proposed pruning method is based on anisotropic kernels
mean shift [3], a non-parametric feature-space analysis technique that is typically
used for clustering in image and video segmentation.

2 Related Work

A great effort has been dedicated to address the combinatorial explosion is-
sue typically related to AR-based approaches [4, 5]. Reduction methods can be
classified considering the data discovery process phase, the amount of domain
dependence and the need for human interaction. Pre-processing methods aim to
filter the data to be mined, while post-processing methods aim to prune the out-
put set, i.e., to prune the generated AR. In either approach, reduction methods
can be domain dependent or independent. The use of statistic metrics, such as
support and confidence, and visualization techniques to highlight outliers and
filter are examples of domain-independent methods. Including existing domain
knowledge, such as domain taxonomy and ontology, to empower or weaken exist-
ing relationships are considered domain-dependent methods. Finally, the role of
human intervention defines the degree of subjectivity of the methods. The pro-
posed approach is classified as an automatic pre-processing domain-independent
method for element pruning that also assists users in the analysis of minned AR.
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Statistic measures, such as median, average, standard deviation and items’
correlations, indicate outliers, inconsistent values or even irrelevant items that
can be filtered by pre-processing techniques. In addition to filter, data can be
transformed and combined to facilitate manipulation, for instance, transforming
the “age” item (varying from 0 to 100 years) to “age range” (young, adult, middle
age or old) or combining “height” and “weight” items into “mass corporal index”.

While statistics compute data correlations, visualization techniques offer graph-
ical representations to allow human perception on data correlations. The rep-
resentation model should be comprehensible for the user, but also it should be
able to group a high level of information. The idea behind visualization tech-
niques is clusterization. Data dimensionality and data sparseness are addressed
by presenting rules in clusters. Commonly, k-means is the clusterization algo-
rithm considering a function of the number of transactions covered by different
rules as the distance metric [6, 7]. In this case, users must provide the number of
clusters (k). Our research presents a new technique for clustering based on dual
scale metric and without human definition on the expected number of clusters.

There are other visualization techniques for finding correlation in AR, such
as: scatter plots for rules [4], grouped matrix visualizations, mosaic plots and
their variant called Double-Decker [8], factorial planes and parallel coordinates
plots [9, 10]. The usefulness of visualization, as pruning techniques, has made it
built-in components of most data mining software systems [11]. They differ with
respect to the type of represented rules (one-to-one, many-to-one, etc.), to the
number of associations that can be visualized, to the type of visualized informa-
tion (items or measures characterizing the rules), to the number of dimensions
(2D or 3D) and to the possibility to interact with the graph.

Domain knowledge can also be included in the pre-processing phase to en-
rich the mining process. Domain taxonomy [12] and domain ontology [13] are
examples of using domain knowledge to guide and prune AR generation applied
to market sales and petroleum domains, respectively. The combination of the
pruning power offered by domain knowledge techniques with human perception
offered by the proposed visualization technique is in our current future work list.

Although preventing rules of being generated should be preferred, most re-
search effort to reduce AR output has been concentrated in post-processing
techniques. Objective metrics based on statistics aim to decrease the number
of extracted rules, maintaining the interestingness of the output AR. The most
popular statistic measures include lift, conviction, X2 test, leverage, Jaccard and
cosine [14]. All these metrics are used monotonically. A rule with a higher value
in a metric is more interesting than a rule with a lower one. Our pre-processing
approach can be combined to any of these post-processing techniques.

Generalization is an alternative way of reducing the number of AR. Instead
of specializing the relationships between antecedent and consequent parts and
restricting rules to support values, taxonomy structures [12] organize concepts
related with the “is-a” relation in function of their shared characteristics to
reduce the amount of uninteresting itemsets. Item-Relatedness [15] measures
the relatedness between the items of already discovered AR. The use of ontology
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to filter AR has been studied from the very beginning of AR development, but
the domain dependency makes it harder to be systematically used [16, 17].

3 The Proposed Approach

The approach proposed in this paper includes a visualization technique for mined
AR (Section 3.1) and an element pruning method (Sections 3.2 and 3.3). It is
applied in the pre-processing stage in a straightforward way, and visualization
results are used together with the mined rules.

3.1 Response-Style Space Construction

Dual scaling is a versatile method for the analysis of a wide range of dominance
and categorical data types, including rank-order data, paired-comparisons, suc-
cessive categories, contingency tables, multiple-choice data, and sorting data [2].
It is usually applied in the mapping of latent preferences/behaviors of surveyed
subjects to a rating scale that is common among a certain group of individuals.
With such a mapping, each surveyed subject and stimulus is represented as a
point in the resulting response-style space. The latent preferences and behav-
iors of subjects emerge from the visual inspection of the distribution of subjects
points along the axes of the space and from the distance between subjects points
and stimuli points. For instance, one of the axes of the resulting response-style
space may organize subjects in ascending order by “age” (e.g., the left side of the
axis includes children, while the right side includes teenagers and adults) and,
within each age group, one may notice the presence of subgroups of subjects that
approach a certain “film category” (e.g., animations, cult, documentary, silent)
and a “place” where subjects might prefer to see the movie (e.g., at movie the-
ater, at home). In this example, film categories and places are the stimuli.

Although dual scaling has been proposed for the analysis of preferences of
human subjects, we claim that it is a more general approach which can be used to
discover response styles on virtually any database that may be analyzed by AR
learning techniques. In this work, we treat database entries as multiple-choice
data and represent them in a (1, 0) response-pattern matrix (Figure 1), where
each transaction from the database is treated as a subject, and the elements are
grouped as possible answers of some multiple-choice stem. In dual scaling, each
column of the response-pattern matrix is a different stimulus. Thus, the use of

Stem 1 Stem 2 Stem 3
a b c a b c a b c

Subject 1 1 0 0 0 1 0 1 0 0
Subject 2 0 1 0 1 0 0 0 0 1
Subject 3 1 0 0 0 0 1 1 0 0

Fig. 1. Multiple-choice data represented as a response-pattern matrix.
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several stems is for organizational purposes only (e.g., transforming the “age”
item into “age range” and keep the choices under the same steam).

Once we have the raw data converted into a N ×m response-pattern matrix
F , where N is the number of transactions and m the number of elements, we
apply dual scaling to this incidence data as usual. Due to space restrictions, the
formulation of dual scaling is not presented in this paper. See [18] for details.

The transactions points mapped to the response-style space are computed
by dual scaling as the rows of the N ×Ns matrix ynormed, while the mapped
elements points are the rows of the m×Ns matrix xprojected. The maximum
number of dimensions of the response-style is Ns = (m− rank (F ) + 1) (i.e., the
total number of nontrivial solutions); and projected and normed denote whether
a kind of point is projected onto the space spanned by the other kind of point.
See [19] for a discussion on the importance of using projected and normed data
for, respectively, mapped subjects and stimuli.

According to our experience, for viewing purposes it is sufficient to present
to the user only the first two dimensions of the response-style space (i.e., the
two most significant dimensions, capable of explain most data). However, for
clustering purposes (Section 3.2), the use of the first kmax dimensions is suffi-
cient. Following the notation convention adopted in [19], the total information
explained by each dimension of the response-style space is given by δk, where
k = {1, 2, · · · , Ns}. We have chosen the value of kmax subject to:

arg max
kmax

(
kmax∑
k=1

δk

)
≤ 16%,

where 16% was defined empirically from our experiments.
In contrast to conventional application of dual scaling, here we are concerned

on displaying the transactions points (ynormed) nor using them for clustering.
The rationale for our strategy lies on the fact that subsequent mining procedures
will retrieve rules that are comprised only by the dataset elements. Therefore, the
visualization is much cleaner when presenting only xprojected points. Handling
transactions and elements together while performing dual scaling was key for
approximating and repealing elements in the response-style space.

3.2 Clustering Dataset Elements

The Euclidean distance of points in the response-style space can be interpreted
as how related those points are in some context. A context emerges from the
existence of groups and subgroups of subjects (i.e, transactions) having similar
preferences (i.e., containing approximately the same set of elements). Conven-
tionally, the visual inspection of dual scaling charts is performed by looking for
near points defining those groups and subgroups. Therefore, it is natural to ex-
pect that by clustering elements points in the response-style space one will get
an indication of which elements are likely to be combined in the formation of
itemsets that result in significant rules. In this work we perform clustering using
the anisotropic kernel mean shift (AKMS) algorithm [3].
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Mean shift [20] is an iterative procedure that treats the points in the feature
space as probability density functions (PDFs), and makes local maxima of the
underlying distribution correspond to dense regions in the feature space. Its
original formulation estimates the local density using a radially symmetric kernel
(e.g., Gaussian kernels). Wang et al. [3] extended the mean shift procedure to
use anisotropic kernels and make the shape, scale, and orientation of the PDF
better adapt to the local density of the space. We follow Wang et al. and use
multivariate Gaussian kernels while clustering dataset items. In our approach,
the feature space correspond to the kmax most significant dimensions of the
response-style space and the underlying density distribution is the concentration
of mapped elements points in such a space. It is important to emphasize that the
use of kmax dimensions does not characterize a reduction in the amount of data,
since all mapped elements points xprojected are used for clustering. Such a choice
for a lower dimensional space helps to reduce the sparsity of points and, in a
conservative way, it promotes the identification of more numerous clusters. Such
an outcome is important for defining a safe element pruning scheme (Section 3.3).

For each data point in the feature space, mean shift-based techniques perform
a gradient ascent procedure on the local estimated density until convergence or
until the maximum number of iterations is reached. The stationary points of this
procedure represent the modes of the underlying distribution, while data points
associated with the same stationary point are considered members of the same
cluster. Due to space restrictions, the formulation of the AKMS procedure is not
presented in this paper. See [3] for details.

Wang et al. applied the AKMS to color image and video segmentation. In such
a case, the data points are comprised by spatial and color range coordinates. Our
data is comprised only by spatial coordinates. Therefore, we simplified the orig-
inal equations by removing the terms related to color range. In our experiments
we set the initial spatial bandwidth hs0 (see [3]) to the Euclidean distance of the
two most distant xprojected points in the dataset. Such a conservative choice for
hs0 guarantees that the initial PDF of data points will not be ill-defined, i.e., it
will not leave an actual neighbor point out of the limits of the neighborhood.

3.3 Element Pruning

The result of the clustering stage is a set of clusters comprised by the elements
that are more likely to be combined in the composition of some itemset, and
hence in the formation of some significant rule. Therefore, if a cluster includes
only one element entry them it is unlikely that this element will be important
to the formation of any interesting rule.

Our safe element pruning method consists on dispose all elements that are
included in single-entry clusters. A cluster ends with only one data element when
this element is repealed by the transactions and by the other elements during
the application of dual scaling.

Complementary, we allow to the user to specify a threshold value tpruning for
disposing all elements included in clusters having at most tpruning elements.
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4 Proposal Evaluation

Brazilian petroleum reservoir is mostly located in offshore areas. Each explo-
ration unit house hundreds of people to operate a production plant. The nature
of the activity is highly risky and accidents happen, creating economic, envi-
ronmental and human consequences. Government agencies regulate operation
requiring that any accident, even small ones, must be reported. These reports
are rich and enclose causal chains that should be fast identified to prevent recur-
rence. Reports must include a great deal of details such as the involved equip-
ment, task, location and process specifications. Considering each accident report
as a transaction, the itemset describing a transaction contains about 34 different
attributes (or steams in the response-pattern matrix – Section 3.1). Each steam
is composed of a different number of choices, totaling 722 elements (or stimuli, in
dual scaling terms). This high dimensionality calls for pre-processing pruning to
let mining feasible. This fact motivated us to use this domain as the application
domain for our visualization technique.

For evaluating our proposal, we present a step-by-step example applied to
the accident report domain. We consider a set of 5, 000 transactions that re-
ported real accidents from 2006-2009. In order to preserve the confidentiality of
information, some elements were renamed (e.g., “Company” and “Oil rig”) or
omitted (e.g., “Executive management”) in Figures 2 and 3.

The mining process is divided into iterative mining cycles, in which each
cycle consists of four main steps:

i) Prepare the data to be mined by selecting the sets of transactions and ele-
ments used;

ii) Calculate the response-style space (Section 3.1) and perform clustering (Sec-
tion 3.2) and pruning (Section 3.3);

iii) Run the association rule technique Apriori on the remaining elements; and
iv) Analyze the generated graphic.

In the first mining cycle we used a subset of transactions extracted from
the original dataset. By applying filters we selected the 1, 838 records related to
accidents that led to losses in the production of oil and/or gas. In this mining
cycle, all the 722 elements where considered while computing the response-style
space. However, the set of 233 items identified as being unlikely to be part of
any interesting rule were disposed by our pruning strategy, and only the 499
remaining elements were used in the Apriori procedure. Figure 2 (left) shows
the organization of the elements in the response-style space. Close to the center
of the image it is possible to identify a red star representing the conclusion
itemset of all the 322 rules retrieved. Such an itemset is comprised by a single
item: “Production loss”. The green circles represent the items that compose
some condition itemset. The label of most items was omitted for clarity. We
show the location of items “Company 1, 2, 3 and 4” in order to demonstrate
that the emergent overall organization of the space seems to be related to the
occurrence of specific subsets of items in the records related to each company. In
other words, the elements next to a company are more related to such a company
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Company 1

Company 2

Company 3

Company 4

Production loss

Conclusion

Condition

Other elements

Pruned elements

Oil rig: unit 1

Company 1

Failure type: maintenance

Gas loss (Y/N): no

Executive management: [classified]

Anomaly class: class 1

Oil loss (Y/N): no

Anomaly type: production loss

Shift change (Y/N): no

Daylight saving (Y/N): no
Critical variable: not applicable
Underlying cause: management

Production loss

Location: offshore

Shift: not informed
Oil loss (Y/N): yes

Daylight saving (Y/N): yes

Conclusion

Condition

Other elements
Rule connector

Shift: dawn

Fig. 2. Response-style space computed from 1, 838 transactions reporting accidents
related to production loss in four petroleum companies. The circles and squares at left
represent, respectively, the 499 items (or elements) used in the mining procedure, and
the 223 items pruned in a pre-processing stage. The green circles represent items that
compose some condition itemsets, while the red star represents the conclusion itemset
of all the 322 AR retrieved. A detailed view of one of the mined rules is presented
at right. Note that it is possible to perceive the importance of each condition from its
distance to the conclusion itemset. Please see electronic version for better visualization.

than to the others. Therefore, a possible interpretation of the graphic depicted in
Figure 2 (left) is that the mined rules are more likely to apply to “Company 1”.

It is important to comment that, according to Section 3.1, clustering is per-
formed in a kmax-dimensional space (in this mining cycle, kmax = 27) while
visualization is presented in a 2D space. Hence, the existence of pruned elements
mixed with significant ones in Figure 2 (left) is just an illusion caused by the
projection of data into a lower dimensional space.

Figure 2 (right) presents a detailed view of one of the mined rules. Notice
that, by proximity, one can see that the antecedents of different rules, such
as “Critical variable: not applicable” and “Shift: not informed”, are strongly
related to “Production loss”. However, it turns out that these values are in fact
irrelevant in the application domain. By post-pruning the rules that include
these conditions we reduced the set of AR from 322 to 47 mined rules. Also, by
inspecting the location of the “Shift” steam it was observed that the element
“Steam: dawn” is the only shift that is close to mined rules. However, due to the
parameterization of the Apriori algorithm, such an element was prevented to be
pointed as a condition. In all experiments we used σ = 30% and γ = 80%.

From the visual cues provided by the proposed visualization scheme we de-
signed filters and performed a new mining cycle. In such a cycle we selected
from the dataset a subset of 157 transactions related to accidents that happened
during the dawn shift and led to losses in the production of oil and/or gas. Also,
we removed from the set of items the steam choices that could assume the values
“not informed” or “not applicable”. The resulting response-style space is pre-
sented in Figure 3 (left). The mining procedure retrieved only 55 rules, one of
which is shown in Figure 3 (right).
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Conclusion

Condition

Other elements

Production loss

Company 1

Company 2

Company 3

Company 1

Gas loss (Y/N): yes

Executive
management: [classified]

Anomaly class: class 1

Gas loss (Y/N): no

Failure type: maintenance

Anomaly type: production loss

Oil loss (Y/N): yes
Production loss

Location: offshore

Underlying cause: management

Daylight saving (Y/N): no

Shift change (Y/N): no

Nature of the
cause: physics

Basic cause: failure in equipment or component

Conclusion

Condition

Other elements
Rule connector

Fig. 3. Response-style space computed from 157 transactions reporting accidents re-
lated to production loss during the dawn shift. (left) 11 items are marked as a condi-
tion of one of the 55 mined rules. (right) Detailed view of the rule having “Failure in
equipment or component”, “Physical cause” and “Oil loss” as conditions that leads to
“Production loss”. Please see electronic version for better visualization.

In our experiments, we observed that the number and the composition of
mined rules is the same both with and without the use of the proposed safe
pruning approach. However, the pruning procedure helps reduce the amount
of itemsets and hence helps to alleviate the computational load of the mining
technique. For instance, without pruning, the mining process depicted in Figure 2
would generate ∼ 2.21× 10217 itemsets in worst case. By applying our element-
pruning scheme the amount of itemsets drops to ∼ 1.64× 10150 in worst case.

5 Summary and Future Work

This paper presented a data mining pre-processing visualization technique based
on dual scale metric. The technique assists users to identify elements (items
or attributes) that can be removed from the dataset leading to dimensionality
reduction without impoverishing the quality of the extracted association rules.
Although we did not obtain conclusive evidences, the placement of objects in
a 2D space should also provide good hints of the adequate minimum support
value to be used during association rules mining. There are some limitations to
our approach. Mean shift is sensible to the initial bandwidth selection hs0. We
adopt a conservative strategy to minimize this problem by increasing the value,
however the iterative process will take longer and sometimes lead to unacceptable
answer time. There are other approaches to minimize the bandwidth problem by
using techniques dependent on the dataset entry [21, 22]. Automatic bandwidth
selection is still an open research issue that will be addressed in our future work.
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